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Abstract: Opening the black-box of nonlinear relationships between model inputs and outputs significantly
contributes to the understanding about the dynamic problem being studied. Considering the weaknesses and
disadvantagesofhuman-guidedandsystematic techniqueso�ered in the literature, thispaperpresentsamodel
analysis and exploration tool for agent-basedmodels. The tool first approximates the input-output relationship
by developing ametamodel, a simplified representation of the original agent-basedmodel. For this purpose, it
utilizes support vector regression, which is capable of approximating highly nonlinear systems accurately. Fol-
lowing the metamodel fitting, the tool incorporates a tree-based method to extract the knowledge embedded
in themetamodel. The resulting tree is then expressed as a set of IF-THEN rules that have high comprehensibil-
ity compared to complexmetamodel function. We utilize the tool for the exploration of Tra�ic Basicmodel and
the results transparently show the relationshipbetweenmodel inputs andoutput. Furthermore, rules extracted
from themetamodel point out somecounterintuitive results about themodelwhich are not easily inferred from
the raw input-output data. We also discuss potential uses of our tool, and provide the R script whichmakes the
analysis repeatable on other agent-basedmodels.
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Introduction

1.1 Agent-based models (ABMs), by their nature, are capable of producing rich variety of model outputs driven by
a potentially large set of model (input) parameters. Revealing the relationship between these model inputs
and output(s) (e.g., What is the e�ect of an increase in a specific parameter on the model output?) is one of
the key steps to gain insights into the dynamic problem being studied with the help of the simulation model
(Alam et al. 2004; ten Broeke et al. 2016). The first and most straightforward way of revealing this relationship
is manual model exploration, which is guided by themodeler’s insights. Apart from introducing a sense of sub-
jectiveness to the process, this approach is also time-consuming especially if the model is high-dimensional
and dynamically rich. An analyst/expert on the problem domain may help to reduce the required time for ex-
ploration by focusing on the relevant subsets of the input domain whichmay potentially yield desired outputs.
Nevertheless, some of the most interesting parts of the output space may still be unexplored (Lee et al. 2015).

1.2 Systematic andautomatedmodel explorationapproacheswhicheliminate thedisadvantagesof human-guided
methods comprise sampling techniques from the design of experiments (DoE) literature and so� computing
techniques including meta-heuristic approaches and machine learning. However, DoE techniques are not di-
rectly applicable formany ABMs since thesemethods assume that errors are normally distributed and the exist-
ing relationships between inputs (model input parameters) and output are low-order and linear. Besides, DoE
methods requiremany simulation runs to precisely estimate the e�ects of inputs (and their interactions) on the
model output when the number of inputs is high. (Sanchez & Lucas 2002; Kleijnen & Van Beers 2004; Lorscheid
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et al. 2012; Lee et al. 2015). In addition, higher-order interactions among input parameters and some special
characteristics of ABMs such as tipping point behavior, adaptation, and path dependency also imply potential
highly nonlinear relationships between model inputs and outputs, which may further violate the assumptions
of DoE-based techniques (Wilensky & Rand 2015; ten Broeke et al. 2016). Another useful approach for the anal-
ysis of ABMs is meta-heuristic techniques. However, meta-heuristic techniques are “prescriptive” rather than
“descriptive”; instead of exploring the input space of an ABM comprehensively, they are useful for parameter
tuning/model calibration/sensitivity analysis (Calvez & Hutzler 2006; Stonedahl & Wilensky 2010a; Stonedahl
& Rand 2014; Chica et al. 2017; Moya et al. 2017) and finding parameter combinations that yield specific ABM
behaviors (e.g., vee formation) (Stonedahl & Wilensky 2010b). Although meta-heuristics e�ectively reduce the
computational burden of exhaustive search in the input space, they still need many simulation model evalua-
tions to find the parameters that fit the objective of the analyst. In addition to abovementioned techniques, the
machine learningdomainalsoo�ers abroad set of potentially useful tools to theanalyst for exploration. Among
these tools, supervised learning algorithms aim to build a mapping (e.g., a functional relationship) from simu-
lation model inputs to the outputs based on input-output data obtained from the simulation model (Alpaydin
2014). The resulting function can be considered as a representation of the original simulation model.

1.3 In that respect, a metamodel is as an approximate and a simpler representation of the input-output relation-
ship of a simulation model (Kleijnen & Sargent 2000; Kleijnen et al. 2005). Instead of analyzing a simulation
model, working on its metamodel has two main advantages: First, if the metamodel is a good representation
(i.e., accurate enough to replace the originalmodel), the analyst can rely on estimated outputs as an alternative
to running theoriginal simulationmodel andgenerating exact outputs. This reduces the required time for some
of the steps in themodeling cycle such as policy/scenario analysis and testing, especially when simulation run
times are significant. Instead of evaluating each parameter combination on the “expensive” simulation model
toget exact outputs, theanalyst canobtain estimatedones ina relatively short time. Considering complexABMs
with large sets of inputs and the need for replication to obtain reliable results, developing a compact version of
the original model is beneficial. Second, if the constructed metamodel is interpretable 1 (i.e., it leads to a bet-
ter understanding of input-output relationships), it may give insights into the dynamic problem by depicting
how the model parameters a�ect the output individually and together. However, accuracy and interpretabil-
ity of metamodels (and supervised learning techniques in general) are two conflicting objectives; most of the
techniqueswhich yield accuratemodels generate also very complexmodelswith low interpretability and, tech-
niques yielding highly interpretable models also lacks accuracy. (Lou et al. 2012; Lakkaraju et al. 2016).

1.4 Metamodeling techniqueshavebeen implemented todiscrete-event (Kilmer et al. 1997; Can&Heavey2012) and
system dynamics models (Kleijnen 1995; Alam et al. 2004) to reduce runtimes and gain some insights into the
simulation model. However, most of these metamodels are limited to first- and second-order linear regression
models (e.g., Madu 1990; Aytug et al. 1996; Durieux & Pierreval 2004; Kleijnen et al. 2005). Although regres-
sion methods are interpretable and easy to construct, they may not be suitable as a representation for highly
nonlinear simulation models since the number of coe�icients to be estimated and the required data for this
estimation increase dramatically if higher order terms and interactions are added to themodel (Jin et al. 2001).
Considering these limitations of linear regression models, many researchers have been using di�erent meth-
ods for metamodel development, such as neural networks (Hurrion 1997; Kilmer et al. 1997; Badiru & Sieger
1998), kriging (Garcet et al. 2006; Chen et al. 2012; Cadini et al. 2015), multivariate adaptive regression splines
(Friedman 1991; Bozağaç et al. 2016), and support vector regression (Pan et al. 2010; Zhu et al. 2012; Zhou et al.
2015).

1.5 Althoughmetamodelinghaspotential advantages suchasprovisionof insights regarding input-output relation-
ships and reduced runtimes for agent-based modelers and analysts, there are only introductory-level studies
in the literature (e.g., Ipekci 2002; Yau 2002; Kleijnen et al. 2005; Happe et al. 2006). Therefore, we present a
machine learning-based metamodeling approach to approximate the input-output relationship of ABMs and
show how the resulting metamodel can be used to generate rule sets which increase the understanding of the
relationship between simulation model inputs and output-of-interest. For demonstrative proposes, we apply
theproposedapproachon thewell-knownTra�icBasicmodel (Wilensky 1997). Furthermore,weprovide anR (R
Core Team2017) script that implements the presentedmetamodeling and analysiswork flow. This script, which
is given as an electronic supplement to this article, makes the reported process repeatable on other ABMs.

1.6 The proposed approach is based on support vector regression, which is chosen since (i) it is capable of ap-
proximating highly nonlinear systems (Zhu et al. 2009, 2012) and (ii) it outperforms approaches such as neural
networks, kriging, multivariate adaptive regression splines in terms of accuracy and robustness 2 (Clarke et al.
2005; Li et al. 2010). However, the interpretability of support vector regressionmodels is limitedespeciallywhile
handling nonlinearity. Therefore, we utilize decision trees to understand how support vector regression tech-
nique generates predictions for di�erent parameter combinations. This coupled use of SVR and decision trees

JASSS, 21(4) 1, 2018 http://jasss.soc.surrey.ac.uk/21/4/1.html Doi: 10.18564/jasss.3786



is a novel implementation that provides accurate metamodels with interpretability.

1.7 The purpose of this paper is threefold: (i) to present a model analysis tool that utilizes SVR and decision trees
to analyze input-output relations of a model. The tool is implemented in R and ready available to be used in
conjunction with NetLogomodels, (ii) to demonstrate the technical background and implementation details of
the proposed tool, and apply it on a sample ABM for demonstrative purposes, (iii) to discuss the potential uses
of such a tool in specific, andmetamodels in general.

1.8 The remainder of this paper is organized as follows: First, we give a brief background information on support
vector regression (SVR), which is the metamodeling approach used in this study. The experimental procedure
that is followed to lay down the potential merits and problems of SVR-based metamodeling are introduced
in detail in Section 3. The section to follow that is devoted to experimental results, and the rule extraction
procedure. In the last section we summarize our main insights regarding SVR-based metamodeling approach
and their potential contribution to the toolbox of agent-basedmodeling community.

Support Vector Regression

2.1 As mentioned in the introduction, metamodeling techniques can help the analyst to capture the relationship
between simulationmodel inputs and outputs by constructing amapping. However, one needs a training data,
which consists of a set of features (x) and outputs (y) associated with these features, to learn the mapping. In
this study, we utilize support vector regression (SVR) as the metamodeling technique. The SVR metamodel is
trained on a dataset consisting of a set of simulation model inputs (as features) and corresponding simulation
model outputs.

2.2 Support vector regression (SVR) is amodified version of support vectormachine (SVM) classification technique
for predicting continuous outputs. Most of the regression techniques incorporate sum of squared error (SSE)
function to quantify the di�erence between real (y) and predicted (ŷ) values. However, in SVR setting, the error
measure is ε-insensitive loss function (Alpaydin 2014):

Eε(yi, ŷi) =

{
0 if |yi − ŷi| < ε
|yi − ŷi| − ε otherwise

(1)

2.3 Contrary to SSE function, which is E(yi, ŷi) =
∑N
i=1 (yi − ŷi)

2, ε-insensitive loss function ignores errors less
than ε. Besides, the e�ect of errors greater than ε is linear. Therefore, SVR models are more robust to noise
(Hastie et al. 2009; Alpaydin 2014). The di�erence between sum of squared error (SSE) and ε-insensitive loss
function is shown in Figure 1.
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Figure 1: Comparison of sum of squared error (SSE) and ε-insensitive loss functions (ε = 1)

2.4 Assume that we have a training data (x1, y1) , . . . , (xN , yN ) of sizeN , where x denotes the (simulation) input
vector 3 and y denotes the resulting (simulation model) output. SVR aims to approximate the relationship be-
tween inputs and outputs by constructing a function (e.g., f (x) = 〈w,x〉 + b) and is formulated as a convex
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optimization problem as follows (Vapnik 1995; Smola & Schölkopf 2004),

min
w,b,ξ+i ,ξ

−
i

1

2
‖w‖2 + C

N∑
i=1

(
ξ+i + ξ−i

)
subject to

yi − 〈w,xi〉 − b ≤ ε+ ξ+i i = 1, . . . , N

〈w,xi〉+ b− yi ≤ ε+ ξ−i i = 1, . . . , N

ξ+i , ξ
−
i ≥ 0 i = 1, . . . , N

w, b, unrestricted

(2)

where 〈., .〉denotes the dot product and ‖.‖denotes the vector norm.w, b, ξ+i and ξ
−
i are the decision variables

of the problem (i.e., the variables that we want to determine their values.).w is the coe�icient vector of the re-
gression function. ξ+i and ξ

−
i are the slack variables added to the formulation to obtain a feasible solution to

the optimizationproblemby relaxing the assumption that eachpointwill be predictedwithin±ε error (Smola&
Schölkopf 2004). The sum of these slack variables is penalized by a user-defined constantC > 0, which serves
as a regularization parameter to control the trade-o� between the smoothness of the regression function f (x)
and the total amount of errors allowed beyond ε. Higher values of C generate complex functions which may
overfit to training datawhile lower values result in smooth functionswhich tolerate errors (Raghavendra&Deka
2014). The mathematical model given in Equation 2 corresponds to the ε-insensitive loss function (Equation 1
and Figure 1) and can be solved by the Lagrangian method. The technical details of the solution procedure is
given in Appendix A. However, we note that the procedure given in Appendix A solves the dual of the optimiza-
tion problem (Equation 2) whose time complexity depends on the number of training instances (i.e.,N ) instead
of the number of simulation input parameters. Therefore, SVR technique can e�ectively be utilized for ABMs
having large number of inputs.

2.5 The solution of the dual of the problem given above shows that, for all of the points inside the ε-tube (i.e.,
the area between the two dashed lines in Figure 2), we have α+

i = α−
i = 0. The points on the boundary or

the outside of the ε-tube are called support vectors (red circles in Figure 2) and they satisfy either α+
i > 0 or

α−
i > 0. The regression function is defined as a linear combination of support vectors 4 using Equation 10
(Alpaydin 2014) :

f (x) = 〈w,x〉+ b =

N∑
i=1

(
α+
i − α

−
i

)
〈xi,x〉+ b (3)
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Figure 2: Data points and the fitted regression function (C = 1 and ε = 3). Support vectors are shown as red
circles.

2.6 In this setting, the relationshipbetween inputsandoutputs is approximatedbya linear function (Equation3). To
extend this formulation to handle nonlinearity, the dot product in Equation 14, 〈xi,xj〉, is replaced by kernel
functions, K (xi,xj). Some of the most frequently used kernel functions are as follows (Hastie et al. 2009;
Alpaydin 2014):
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• Polynomials of degree p:
K (xi,xj) = (1 + 〈xi,xj〉)p (4)

• Radial basis functions:
K (xi,xj) = exp

(
−γ‖xi − xj‖2

)
(5)

• Sigmoidal functions:
K (xi,xj) = tanh (2〈xi,xj〉+ 1) (6)

2.7 In this study, we use radial basis kernel since it is able to approximate both linear and sigmoid kernel under
certain conditions, and has some numerical and computational advantages over linear and sigmoid kernels
(e.g., polynomial kernels can go to zero or infinity when p is large.) (Hsu et al. 2003; Keerthi & Lin 2003). Be-
sides, it yields highly accurate prediction models (Wang et al. 2003), and therefore, it is more commonly used
by researchers compared to other kernel functions (e.g., Clarke et al. 2005; Zhu et al. 2009; Pan et al. 2010).

2.8 A�er replacing the dot product by a kernel, the regression function turns out to be

f (x) =

N∑
i=1

(
α+
i − α

−
i

)
K (xi,x) + b (7)

Experimentation

3.1 In order to inspect the potential strengths and weaknesses of a SVR-basedmetamodeling approach for analyz-
ing ABMs, we conduct a detailed experimental study. For that purposewe select a basic andwell-knownmodel
as the experimental ground, which is introduced below. In the following subsections, we specify the details of
the metamodel development and testing approach.

Examplemodel: Tra�ic basic

3.2 Formation of tra�ic jamswithout any physical obstruction (i.e., phantom jam) is an extensively studied topic in
the literature, and it is shown to be an emergent behavior resulting from interactions among the individual en-
tities of the system, cars (Wilensky & Resnick 1999). An ABM by Resnick (1997) and its improved version, namely
Tra�ic Basic, (Wilensky 1997) show how tra�ic congestions occur without any physical blockage on the road,
with a very simple system representation (Riener & Ferscha 2009). This model is a suitable test bed to show
the usefulness of metamodeling since it is fairly nonlinear. In addition, it allows us to show how useful the rule
extraction to understand the relationships that cannot be easily inferred from the input-output data. Further-
more, it is possible to validate the extracted rules by comparing themwith the results reported in the literature
(e.g., Treiber et al. 2000). Therefore, we use Tra�ic Basic model, which can be found in NetLogomodels library
(Wilensky 1999), as the experimentation ground. This model simulates the flow of carsmoving on a single-lane
road, and has three main parameters to be specified: (i) number of cars ([1, 41]), (ii) deceleration ([0, 0.1]), and
(iii) acceleration ([0, 0.01]), all of which are sampled uniformly from their respective intervals. An initial speed
between 0.1 and 1.0 is randomly assigned to each car. Besides, the speed limit is 1.0 and theminimum possible
speed is 0. At each iteration, each car decelerates if there is a car ahead and accelerates otherwise. One of the
cars is randomly selected to observe the e�ects of themodel parameters on the speed. We select the output of
the model as the average speed of the randomly selected car over 1000 time steps.

Dataset generation

3.3 In themachine learning domain, the commonpractice is to split the data into two distinct groups, a training set
and a test set. The training set is used to fit a predictivemodel (e.g., metamodel) and to adjust its hyperparame-
ters 5. Then, the test set is used to evaluate the predictive performance of the trainedmachine learningmodel.
Each dataset includes instances (also known as samples) having two main components: a set of features (also
known as predictor variables, independent variables, attributes) (x) and the output (y) associated with these
predictors.
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3.4 In this study, we follow a similar procedure. We generate a training and a test set by using the selected agent-
based model. The set of features for a training or test sample consist of input parameter values (x), and the
output component of the sample is simply the model output (y). In order to identify the parameter value com-
binations to be included in the training set, we employ maximin Latin hypercube sampling 6 (Johnson et al.
1990), which is an extension of the random Latin hypercube sampling technique (McKay et al. 1979), to ensure
that the input space is evenly sampled. Maximin Latin hypercube sampling algorithm satisfies this property
by maximizing the minimum distance between input sample points. Due to the stochastic nature of maximin
Latin hypercube sampling, we generate 30 distinct training sets (i.e., T = 30) each of which includes 30 in-
stances (i.e., N = 30). Besides the original simulation model inputs, we define an additional feature named
ratio which is equal to acceleration divided by deceleration. As the second component of the training set (y),
we report the averages of the 30 replications (i.e., R = 30) as outputs for each input parameter combination.
In addition to the training set, we use a comparatively larger test set which includes 500 instances. We employ
simple random sampling to generate the input parameter values of the test set. Similar to the training set, we
report the averages of the 30 replications as outputs for each input parameter combination of the test set.

Hyperparamater optimization

3.5 SVR technique (with radial basis kernel) has three hyperparameters that must be selected by the analyst: C
(penalty factor), ε (parameter of the ε-insensitive loss function), and γ (spread parameter of the kernel). We
perform a grid search on the selected subset of hyperparameter space. For each hyperparameter combina-
tion (i.e., (C, ε, γ)), we perform leave-one-out cross-validation on the training set 7. Then, the hyperparam-
eter combination yielding the minimum cross-validation error is selected. Finally, the metamodel is trained
with the selected hyperparameters and used to predict the instances on the test set. In this example, we se-
lect the hyperparameter subsets as follows: C =

{
10i|i ∈ [−3, 3], i ∈ Z

}
, ε =

{
10i|i ∈ [−3, 0], i ∈ Z

}
, and

γ =
{
10i|i ∈ [−3, 3], i ∈ Z

}
.

Performance evaluation

3.6 Themain performance criteria for metamodel evaluation is Root Mean Square Error (RMSE),

RMSE =

√√√√ N∑
i=1

(ŷi − yi)2

N
(8)

where yi and ŷi are real andpredicted values of instance i, respectively. Themain advantageof RMSEover other
error measures is that it is on the same scale as the output (Hyndman & Koehler 2006).

Numerical Results

4.1 Aswementioned above, we generate 30 distinct training sets (T = 30) and thenwe fit ametamodel using each
one of these training sets. By doing so, we aim to observe the variations in the performance of the approach in
response to changes due to sampling-rooted randomness in the training set to be used. Then, we evaluate the
performance of these metamodels on a single test set. The average RMSE over the 30 metamodels turns out
to be 0.1881 with a standard deviation of 0.0503. Besides, when we inspect the individual performances of the
metamodels based on the best and worst training sets, the minimum and maximum RMSE values are 0.1396
and 0.3449, respectively. Figure 3 shows the simulated output values (x axis) vs their predicted values (y axis)
obtained with the SVRmodels yielding the lowest and the highest RMSE values. In both subfigures, the red line
represents y = x line. If the predictions returned by a metamodel are accurate enough, we expect that all of
the points should lie on the red line or be very close to it.

4.2 Although the metamodels successfully predicts the lower values of simulation model outputs, they generate
large prediction errors for outputs greater than 0.8. We also observe that metamodels overestimates the out-
puts of some of the instances whose outputs are close to 1 and underestimates the outputs of some of the
instances whose outputs are close to 0. However, this will not cause amajor problem since we know that origi-
nal model outputs are between 0 and 1. Figure 3 also shows the output distribution of the instances in the test
set. We observe that Tra�ic Basic model exhibits a bimodal behavior; most of outputs are between 0 and 0.2,
and close to 1.
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Figure 3: (a) Real vs predicted values obtained from the SVR model yielding the lowest RMSE. (b) Real vs pre-
dicted values obtained from the SVRmodel yielding the highest RMSE.

Rule Extraction

5.1 Although the SVRmethod is successful at capturing the overall nonlinear relationship between inputs and out-
put, it is not easy to extract and interpret the knowledge which SVR learns from the training data. If the main
concern of the analyst is just to obtain accurate predictions, interpretability can be sacrificed. However, in-
terpretability of machine learning models increases the credibility of the predictions especially in some do-
mains such asmedical diagnosis, credit risk evaluation, and justice (Martens et al. 2007; Barakat &Bradley 2010;
Lakkaraju et al. 2016). Besides the increased trust, rule extraction allows the analyst to discover patterns and
regularities in the system from which the training data is collected. Therefore, there are many attempts in the
literature to extract decision rules and gain insights into how the SVR prediction function generates predictions
for given parameter combinations (Martens et al. 2007; Barakat & Bradley 2010).

5.2 Rule extraction techniques can be categorized into three main groups: (i) decompositional, (ii) pedagogical,
and (iii) eclectic. Decompositional methods utilize the internal structure of the prediction model (e.g, support
vectors, hyperplane). However, pedagogical rule extraction methods consider the prediction model as black-
box and aim to capture how the prediction function relates inputs to outputs. Eclectic techniques combine the
basics of both decompositional and pedagogical methods (Martens et al. 2009; Barakat & Bradley 2010).

5.3 In this study, we use a pedagogical method to extract rules from the trained SVR model. The first step in ped-
agogical rule extraction procedures is to predict the outputs of a set of unlabeled parameter combinations by
usingacomplexbutaccuratemachine learning technique. Then, theseparameter combinationsandassociated
predictions are combined to form a dataset. In the third step, amore interpretablemachine learning technique
(e.g., decision trees) is trained with this new dataset for rule extraction.

5.4 In our particular case, we pick the test set that is used at the former stage for evaluating the trained SVRmeta-
model as the starting point. Then, the original output values (the precise ones that are obtainedwith the Tra�ic
Basicmodel) in this dataset are replacedwith the predictions of the SVRmetamodel in order to obtain a dataset
that can be used to train a decision tree model for rule extraction. Using the test set as the basis allows us to
evaluate the extracted rules. Since we have the actual output values that are associated with each parameter
combination in this dataset, we can evaluate the validity of the rules easily. To be more specific, we can com-
pare the expected model output for a certain rule with the average of observed output values for parameter
combinations that obey this particular rule.

Decision trees

5.5 Tree-basedmethods are very popularmachine learning techniques since they yield highly interpretable classi-
fication and regressionmodels (Bishop 2006; Hastie et al. 2009). A decision tree iteratively partitions the input
space (in our case, input parameter space of a simulationmodel) by generating axis-parallel splits. In each iter-
ation, it uses only one input variable for binary splitting (Bishop 2006). This set of splits can also be visualized
as a binary tree which is easy to understood (Figure 4). To label a new instance, one simply follows the path
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from the root to the terminal (leaf) node by considering each splitting rule in the intermediate nodes. For the
classification tree shown in Figure 4, an unlabeled instance with x = 3.7 and y = 2.0 is classified as B. For
a classification tree, each terminal node corresponds to the majority of the classes of the training data it in-
cludes. However, in a regression tree, terminal nodes represent the average of the numerical outputs of the
training instances they include. Since we are dealing with continuous model outputs, we use regression trees
in this study.
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Figure 4: (a) An example of a classification tree with two classes and two inputs. (b) Corresponding partitions
in the input space.

5.6 In a decision tree, a node is split into two child nodes if the impurity of that node is greater than a threshold
value, which is also a tuning parameter to control the depth (complexity) of the tree. In regression, the impurity
of a node is measured by Sum-of-Squared Error (SSE) (Loh 2011). One can also use some parameters such as
“minimum number of instances allowed in a terminal node” or “minimum number of instances in a node to
perform splitting” to control the number of splits. AID (Morgan & Sonquist 1963), GUIDE (Loh 2002), and CART
(Breimanetal. 1984) are someof thealgorithmsproposed toconstruct regression trees. In this study,weemploy
rpart package (Therneau et al. 2015), which is an implementation of CART algorithm in R (R Core Team 2017).
The computational complexity of tree training isO(pN logN)whereN is the number of training instances and
p is the number of simulation input parameters (Hastie et al. 2009).

5.7 To transformadecision tree to a set of IF-THEN rules, one should simply trace the path from the root to each leaf
node. Since each binary decision must be satisfied along the path, these decisions are combined using AND.
For example, the tree in Figure 4 yields three decision rules that are shown in Table 1.

Rule
# Rule

1 IF x < 2.1 THEN class = B
2 IF x ≥ 2.1 AND y < 2.6 THEN class = B
3 IF x ≥ 2.1 AND y ≥ 2.6 THEN class = A

Table 1: Rule set extracted from the sample tree in Figure 4.

Rule sets

5.8 As wementioned in the rule extraction section, we replace the outputs of the instances in the test set with their
predictions returned from SVR model. Then, we fit a decision tree using this modified test set with default pa-
rameter setting in rpart package. In a sense, we try to make the input-output mapping of the SVR metamodel
more explicit by using the modified test set as the learning ground. Since the terminal node values of a re-
gression tree are obtained by averaging the numerical outputs of the training instances they include, the rule
sets derived from trees give information about tra�ic flow characteristics (e.g., slow or fast) rather than precise
numerical values.

5.9 For illustrative purposes, we first fit a decision tree on the modified test set whose outputs are obtained from
the SVR model yielding minimum RMSE value (0.1396). The resulting tree is shown in Figure 5. In addition,
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Figure 5: The decision tree trained on the modified test set whose outputs are obtained from the SVR model
yielding minimum RMSE value.

Rule
# Rule

1 IF nofcars < 8.5 AND acc ≥ 0.00335 THEN y = 1
2 IF 8.5 ≤ nofcars < 13.5 AND acc ≥ 0.00335 AND ratio ≥ 0.215 THEN y = 0.888
3 IF nofcars ≥ 13.5 AND ratio ≥ 0.925 THEN y = 0.766
4 IF nofcars < 6.5 AND acc < 0.00335 THEN y = 0.648
5 IF 13.5 ≤ nofcars < 21 AND 0.281 ≤ ratio < 0.925 THEN y = 0.616
6 IF 8.5 ≤ nofcars < 13.5 AND acc ≥ 0.00335 AND ratio < 0.215 THEN y = 0.601
7 IF 6.5 ≤ nofcars < 13.5 AND acc < 0.00335 THEN y = 0.33
8 IF 13.5 ≤ nofcars < 22.5 AND 0.0632 ≤ ratio < 0.281 THEN y = 0.318
9 IF nofcars ≥ 21 AND 0.281 ≤ ratio < 0.925 THEN y = 0.283
10 IF 13.5 ≤ nofcars < 22.5 AND ratio < 0.0632 THEN y = 0.0881
11 IF nofcars ≥ 22.5 AND ratio < 0.281 THEN y = 0.0598

Table 2: IF-THEN rules derived from the tree in Figure 5.

Table 2 lists all the rules derived from the tree. We observe that, except for one intermediate node, the tree uses
number of cars or ratio as splitting features making it more compact and interpretable.

5.10 The rules derived from the tree in Figure 5 show that high number of cars and low ratio 8 values yield smaller
outputs, whichmeans slower tra�ic flow. In other words, high number of cars, low acceleration and high decel-
eration values causes tra�ic jam. The rules also show that low number of cars and high ratio values result in a
faster tra�ic flow. In addition to these relatively straightforward results, the most counterintuitive observation
is that, even if the number of cars is high, it is possible to obtain a fast-moving tra�ic if drivers speedup suddenly
and slow down smoothly (see Rule 3).

5.11 In Figure 6, solid red dots represent the output value estimated by the decision tree for input parameter combi-
nations that satisfy the corresponding rule. In other words, these red dots represent the expected response of
theSVRmetamodel for agiven rule. Whenwe investigate the rules that are expected to specify highor lowspeed
cases, the metamodel does a good job in characterizing those cases with rules 1-3 and 7-11. The metamodel is
observed to deviate from the actual output in cases that are specified by rules 4-6. That can be explained by
themetamodel failing to represent the transition of themodel behavior from the high-speedmode to the low-
speed mode. When we investigate the boxplots of the actual model output, that seems to be normal as the
actual model output demonstrates a significant variation in those cases. However, we note that the analyst
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may not have a separate test set to analyze and check the original outputs of the rules. Therefore, as a further
investigation to check the variability of the original simulationmodel outputs, the analyst can generate param-
eter combinations that satisfy each rule and, then, by evaluating them on the original simulation model, the
analyst can generate boxplots of actual output values of these parameter combinations. For example, in Fig-
ure 7,wegenerate theboxplots of the actual simulationmodel outputs for each rule by sampling andevaluating
10 input parameter combinations (with 5 replications for each) and, we observe a high variability in the outputs
for rules 6-9 as in Figure 6. We add this investigation to our tool as an optional step to check whether the SVR
metamodel fails to capture the original simulation model behavior with high accuracy for some rules.
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Figure 6: The ranges of the outputs of the instances in the original test set satisfying the rules listed in Table 2.
Solid red dots represent the output value estimated by the decision tree for input parameter combinations that
satisfy the corresponding rule.
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Figure 7: The distribution of the actual outputs of each rule obtained for the rules listed in Table 2.

5.12 The second example is the decision tree that is trained on the modified test set whose outputs are obtained
from the SVRmodel yieldingmaximumRMSE value (0.3449). The resulting tree is shown in Figure 8 and Table 3
lists all the rules extracted from the tree.

5.13 The rules show that high ratio values yield fast tra�ic flow independent from the number of cars (rules 1-3 in
Table 3). In other words, independent from the number of cars on the road, tra�ic may flow fast if high ac-
celeration and low deceleration values are adopted by drives. Rule 7 shows that high number of cars and low
ratio values yield slower tra�ic flow. These conclusions are in accordance with the findings obtained from the
rules extracted from themost accurate metamodel. This also shows that a metamodel with comparatively low
accuracy can still provide valuable insights to the analyst.

5.14 Figure 9 shows that rules 1-3 successfully specify high speed cases although SVR and decision treemodels over-
estimates the real outputs (see solid red dots). Comparing estimated outputs of rules and actualmodel outputs
(boxplots), we observe that rules 4 and 7 is able to point out high and low speed cases, respectively. However,
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Figure 8: The decision tree trained on the modified test set whose outputs are obtained from the SVR model
yielding maximum RMSE value.

Rule
# Rule

1 IF 1.53 ≤ ratio < 3.6 THEN y = 2.44
2 IF ratio ≥ 3.6 THEN y = 1.86
3 IF 0.924 ≤ ratio < 1.53 THEN y = 1.42
4 IF nofcars < 14.5 AND 0.146 ≤ ratio < 0.924 THEN y = 0.771
5 IF nofcars < 14.5 AND ratio < 0.146 THEN y = 0.414
6 IF nofcars ≥ 14.5 AND 0.259 ≤ ratio < 0.924 THEN y = 0.349
7 IF nofcars ≥ 14.5 AND ratio < 0.259 THEN y = 0.095

Table 3: IF THEN rules derived from the tree in Figure 8.

metamodel fails topredict the instances specifiedby rules 5and6since the simulationmodel exhibits abimodal
behavior. If the analyst conducts simulation runs for parameter combinations satisfying each rule, it becomes
more clear that the simulation model exhibits a bimodal behavior for the rules 5 and 6 (Figure 10).

R Script for Metamodeling and Rule Extraction

6.1 In order to increase the potential utilization of the approach by agent-based modelers and analysts, we im-
plement it in R programming language (R Core Team 2017) and provide it as an electronic supplement 9. The
provided R script works with NetLogomodels by usingRNetLogo package (Thiele 2014). The analyst must only
specify the NetLogo model name, model parameters and their ranges, SVR hyperparameters, and sampling
parameters (Figure 11). Appendix B presents a brief user guide.

6.2 Although the training set generation step of the R script (step 3 in Appendix B) is tailored to ABMs that use
NetLogo as the modeling environment, the analyst can also upload a training set obtained from an ABMwhich
uses other modeling platforms. Therefore, the analyst/user can skip training set generation step of the script
and directly develop ametamodel and perform rule extraction.

6.3 The presented R script utilizes Tra�ic Basic model as an example. However, we add detailed comments to the
code to make it applicable to other ABMs.

Conclusions

7.1 In the simulation modeling cycle, model analysis and interpretation step is crucial for understanding model
dynamics and gaining insights into the dynamic problem at hand. One of the important tasks in this step is to
develop an understanding about model input-output relationships. Therefore, a set of manual (i.e., human-
guided) and systematic techniques are o�ered in the literature to ease the exploration of input-output relation-
ship. However, human-guided techniques are prone to be biased and more systematic techniques from the
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Figure 10: The distribution of the actual outputs of each rule obtained for the rules listed in Table 3.

design of experiment literature are mostly not capable of approximating highly nonlinear relationships, which
are very common in the majority of the agent-based models. Due to their prescriptive nature, meta-heuristic
techniques aim to find the parameter combinations minimizing or maximizing an objective function defined
by the analyst with minimum possible model runs. Therefore, they do not perform an extensive exploration of
input space of a simulation model.

7.2 Unlike the abovementionedmethods, supervisedmachine learning approaches enable us to capture the input-
output relationships comprehensively by constructing amapping from simulation inputs to outputs. Thismap-
ping function is also known as “metamodel” and can be considered as a simplified representation of a simula-
tion model. Recent advances in machine learning allow us to develop metamodels which can capture nonlin-
earities embedded in a system. Therefore, we use support vector regression technique, which is proven to be
successful in accurately (i.e., with small errors) approximating theunderlying input-output functionsofwide va-
riety of engineering systems. To this end, we build a tool which generates a dataset and trains a support vector
regression metamodel based on this dataset. We use this tool to develop a metamodel of an example agent-
based model, Tra�ic Basic, which exhibits a bimodal behavior. Numerical results show that the metamodels
perform well on average.

7.3 In support vector regression, using kernels to approximate the nonlinearities in a system results in complex
regression functions with limited comprehensibility. In other words, the resulting function can be used for pre-
diction rather than understanding the dynamics of a simulation model. Therefore, we use a rule extraction
technique, which is also included in our tool, to use the metamodel not only for prediction but also as a de-
cision/policy support tool. This rule extraction technique utilizes decision trees and generates IF-THEN rules
which relate inputs to outputs and are much more interpretable compared to regression function. Rules ex-
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Figure 11: The interaction among the R script, the user, and NetLogo.

tracted from the Tra�ic Basic model reveal parameter subspaces that yield low and high speed. Besides, rules
obtained from the best and worst performing metamodels give some counterintuitive results about the dy-
namics of the model; it is possible to obtain a fast tra�ic flow by adjusting the ratio between acceleration and
deceleration although thenumber of cars in a road is relatively high. These results also shows that ametamodel
with comparatively low accuracy still provides useful information about an agent-basedmodel.

7.4 The coupled use of metamodeling and rule extraction presented with the R script will be a valuable asset for
agent-based modelers and analysts. For example, rule sets allow the modeler/analyst to focus on and sam-
ple from some subspaces of input domain of an agent-based model. These subspaces may yield desired or
counterintuitive output values. This also means that the presented approach can be used to narrow down the
parameter space to be explored. In addition, decision trees captures themost important parameters of a simu-
lationmodel, which help the analyst to simplify an agent-basedmodel by setting unimportant variables to their
expected values.

7.5 As a future direction, we first plan towork onmetamodeling to obtainmore accurate predictionmodels. Wewill
also utilize our tool for some important tasks such as adaptive sampling, model simplification, and parameter
calibration/optimization.
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Appendix A: Solution of themathematical model

The Lagrangian is as follows,

Lp =
1

2
‖w‖2 + C

N∑
i=1

(
ξ+i + ξ−i

)
−

N∑
i=1

α+
i

(
ε+ ξ+i − yi + 〈w,xi〉+ b

)
−

N∑
i=1

α−
i

(
ε+ ξ−i + yi − 〈w,xi〉 − b

)
−

N∑
i=1

(
µ+
i ξ

+
i + µ−

i ξ
−
i

)
(9)

where α+
i , α

−
i , µ

+
i , and µ

−
i are Lagrange multipliers satisfying non-negativity constraints. The saddle point of

Lagrangian is obtained by di�erentiating it with respect tow, b, ξ+i , and ξ
−
i :

∂Lp
∂w

= w −
N∑
i=1

(
α+
i − α

−
i

)
xi = 0 (10)
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∂Lp
∂b

=

N∑
i=1

(
α+
i − α

−
i

)
= 0 (11)

∂Lp

∂ξ+i
= C − α+

i − µ
+
i = 0 (12)

∂Lp

∂ξ−i
= C − α−

i − µ
−
i = 0 (13)

Inserting Equations 10, 11, 12, and 13 into 9, we get the dual (maximization) problem:

max − 1
2

∑N
i=1

∑N
j=1

(
α+
i − α

−
i

) (
α+
j − α

−
j

)
〈xi,xj〉

−ε
∑N
i=1

(
α+
i + α−

i

)
+
∑N
i=1 yi

(
α+
i − α

−
i

)
subject to

0 ≤ α+
i ≤ C i = 1, . . . , N

0 ≤ α−
i ≤ C i = 1, . . . , N∑N

i=1

(
α+
i − α

−
i

)
= 0

(14)

Appendix B: A quick user guide for the R script

First of all, the user must download and install R to his computer (https://www.r-project.org/). In order to run
the script, the following R packages must be installed: RNetLogo, lhs, rpart, rpart.plot, and e1071. To install
an R package, you need to use install.packages function (e.g., install.packages("RNetLogo")). Then, you select
amirror to complete the download and the installation of a package. Following the package installations, each
packagemust be loadedwhenever you start an R session. You need to use library function to load an R package
(e.g., library(RNetLogo)). In the R script, it is assumed that you have completed package installations.
The R script follows a six-step procedure:

1. LoadPackages: In this step, you simply load the required packages formetamodeling and rule extraction.

2. Connect R to NetLogo: This step connects R to NetLogo using RNetLogo package in order to generate
a training set. However, you can skip this step if you have a training set obtained from an agent-based
model which uses other modeling platforms.

3. Generate a Training Set: The script first generates samples from the input space of the agent-basedmodel
usingmaximinLatinhypercube sampling. For this purpose, it utilizesmaximinLHS function from lhspack-
age. In this step, you should specify number of instances in the training set (nofinstances), number of
replications for each instance (nofrep), and number of input parameters of the agent-based model (nof-
params). SincemaximinLHS functiongeneratesan input samplewhose interval is [0, 1] in eachdimension,
the scriptmaps each parameter to its respective interval. Therefore, you should also specify the ranges of
each parameter. Note that you can skip this step if you have a training set obtained from an agent-based
model which uses other modeling platforms.

4. Develop the Metamodel: This step first defines an error function to measure the accuracy of the meta-
model. In the script, we define root mean square error (RMSE) as the error function. Second, the script
tunes the hyperparameters of support vector regressionmodel (with radial basis kernel) using tune func-
tion from e1071 package. For hyperparameter selection, youmust specifyC, ε, and γ values to be consid-
ered in tuning. Besides, the script performs leave-one-out cross-validation on the training set (cross =
nrow(training) in tune function) for tuning. You can use 10-fold cross-validation by setting cross = 10
if you have a training set with a large number of instances. Finally, the script generates the metamodel
using svm function from e1071 package. In this step, we also give some examples about how to generate
unlabeled instances and how to predict their outputs.
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5. Fit a Decision Tree: In this step, the script generates an unlabeled dataset. The number of instances in
this dataset must be specified (usetsize). Then, the outputs of the instances in the unlabeled dataset
are predicted using predict function. The resulting dataset (unlabeled instances and their predictions
obtained from SVR metamodel) is supplied as the training set of the decision tree model. rpart function
from rpart package fits the decision tree. For tree visualization, the script uses rpart.plot function from
rpart.plot package.

6. List the Rules: At this final step, the script prints all the rules extracted from the decision tree.

Optionally, you can generate unlabeled input parameter combinations satisfying each rule and evaluate them
on the original simulation model. By doing so, you can investigate the output distribution for each rule in the
form of boxplots and gain more insights into the simulation model (Please see the “Optional Step” in the R
script).

Notes

1The term interpretabilitymaycorrespond todi�erentmeaningsdependingon theapplication (Lipton2016).
In this paper, we define the interpretability of a machine learning algorithm as its ability to increase the trans-
parency of the relationship between inputs and outputs.

2Accuracy of ametamodel ismeasured by its predictive performancewhile robustness of ametamodel is an
indicator whether it yields predictions with high accuracy on di�erent types of problems (Jin et al. 2001; Clarke
et al. 2005).

3From now on, vectors will be shown in bold.
4We refer the reader to Smola & Schölkopf (2004) for the technical details of calculating b.
5Hyperparameters are theparametersof amachine learning technique that arenot learned fromthe training

data andmust be selected before the training phase.
6Werefer the reader toBeachkofski&Grandhi (2002) andDeutsch&Deutsch (2012) for thedetails ofmaximin

LHS algorithm.
7k-fold cross-validation is a widely used model selection technique especially for finding optimum hyper-

parameter combination. In this technique, the training data is split into k non-overlapping segments. Then, a
machine learningmodelwith a specific hyperparameter combination is trainedon thedataset obtainedby con-
catenating k−1 segments and tested on the remaining segment. In this way, the hyperparameter combination
will be testedk timesand theaverageof thepredictionerrorsoverk foldswill determine theperformanceof that
specific hyperparameter combination. Repeating this process for all of the hyperparameter combinations re-
veals thebest-performinghyperparameter combination. Leave-one-out cross-validation is a special casewhere
k = N . For further information about cross-validation, we refer the reader to (Bishop 2006, Section 1.3) and
(Alpaydin 2014, Section 19.6).

8Note that the ratio of the mean values of acceleration and deceleration is 0.1.
9You can find the R script here.
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